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Introduction
• Change of paradigm for data taking and reconstruction: 

• Triggerless, continuous data readout. 
• Basic computing unit changes: 

• Event (single interaction) -> Time frame (time window of readout). 

• Vast amounts of data (x100 wrt. Run1): 
• online (synchronous with data taking) compression needed. 

• Reconstruction & calibration performed on-the-fly. 
• Necessary to achieve the desired compression ratio. 
• Lossy compression: part of information will be discarded.
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Calibration procedures

• Reconstruction & calibration performed in 2 stages: 
• synchronous to data taking (up to level needed for compression). 
• asynchronous to data taking (final “physics grade” calibration and data) 

• Per-fill calibrations w/o beam mean a short standalone run (~ few minutes) before the 
fill start 

• Calibrations requiring accumulation of large statistics are used at physics analysis stage 
• Long-time special standalone runs (Kr)
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Table 8.1: Summary of the different detector calibrations for TPC and ITS.

Detector Calibration Processing type Beam Freq. N. of
[y/n] events

TPC

Pedestal/Noise FLP n fill O(100)
Pad Gain Standalone runs n year -

Drift Velocity EPN (sync) y 15 min1 O(1k)
Space Charge EPN (sync) y 15 min1 O(5k)
Drift Velocity EPN, (async2) y 15 min O(1k)

Gain EPN (async3) y 15 min O(1k)
Space Charge EPN (async4) y 5 ms all

ITS Noisy/dead/faulty channels Standalone runs n run O(1k)

A more granular rescaling for the event and track multiplicity information from the previous ⇠160ms
(corresponding to the maximum ion drift time in the TPC) will also have to be applied (“Rescaled TPC
map” in Fig. 8.1). For this purpose the information about ion current in the TPC will be collected and
kept on the FLP before being transferred to the EPNs and embedded in the data. Drift velocity for TPC
is calibrated every 15 minutes.

Other calibrations independent of time will also be considered at this stage. Typically these reflect
detector conditions like pedestal values and dead channels maps. The pad-by-pad gain equalisation
coming from dedicated calibration runs will also be needed.

After the first step described above, the TPC data will be used in a synchronous standalone tracking
procedure (“TPC track finding” in Fig. 8.1, and see 8.1.3) aimed at reaching the necessary data volume
reduction factor needed for efficient data storage. The following step can be performed asynchronously,
allowing for more CPU and time consuming tasks, the aim of which is to provide the full tracking
resolution for physics analysis with a space charge correction at the level of the TPC intrinsic track
resolution of 200 µm.

In order to reach this level of precision, further space charge correction maps will need to be calculated
with high granularity in space and time. The update interval for these maps is estimated to be on the level
of a few ms (O(2-5)) and driven by the remaining local fluctuations (⇠1%) of the space charge which are
not already included in the average rescaled map used for the first part of the processing [1]. To follow
the fluctuations it is foreseen to have information on the read-out currents of the TPC during the last
160 ms integrated in steps of 1 ms available during the reconstruction (with a different granularity than
their usage for the average map).

Additionally, the interpolation of track segments from the ITS and TRD will be used to calibrate residual
distortions (“Final TPC calibration (constrained by ITS, TRD)” in Fig. 8.1). This will be possible since
the level of calibration available for these detectors at this stage will be sufficient for such a procedure.
The necessary data for this task will be collected during the synchronous processing. The calibrations for
the drift velocity and the gain will also be taken into account with greater precision than in the previous
standalone tracking step. For the gain, the calibration data will be prepared during the synchronous step,
as for the high-granularity space-charge distortion correction map.

1The update could occur more often depending on the stability of the data taking conditions (e.g. luminosity).
2This calibration assumes that the synchronous drift velocity calibration will be merged, and made available to all EPNs. A

further improvement of this calibration will be obtained during the calibration of space charge through a fitting procedure.
3Data for this calibration will be collected during the synchronous phase to be used then for the asynchronous one where a

scaling as a function of the high voltage settings, and pressure and temperature (P/T) will be used. It is assumed to have stable
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Table 8.2: Summary of the different detector calibrations for TRD.

Detector Calibration Processing type Beam Freq. N. of
[y/n] events

TRD

Pedestal/Noise FLP n fill 100
t0 FLP (monitoring on EPNs) y run O(10k)

Chamber Status EPN y run O(35k)
Drift Velocity EPN y run O(3.5k)

ExB EPN y run O(3.5k)
Chamber Gain EPN y run O(35k)

Pad by pad gain standalone runs n year O(2G)
PID reference Asynchronous n period all

ITS

ITS calibrations concern the identification of noisy/dead pixels and will be performed on the FLPs during
standalone runs, without imposing any constraints on the TPC calibration procedure. Moreover, the
identification of the faulty pixels that demonstrate problematic behaviour would be carried out at the
same time.

TRD

The main parameter to be calibrated for TRD in order to perform track finding is the time reference (or
offset, t0) with respect to which the r-coordinate of the TRD cluster is obtained (“TRD seeded track
finding and matching with TPC” in Fig. 8.1). The time offset depends on the triggering conditions in
the experiment and on the TRD FEE configuration, and enters the tracking as a shift of the points in the
radial direction. The t0 calibration will be performed on the FLP using the measurement of the pulse
shape (height) of the signal from the raw data acquired in usual physics runs. Calibration on this level
will allow the TRD to contribute to the final calibration of the space charge distortion (and drift velocity)
in the TPC.

The remaining TRD calibrations will include the status of the TRD chambers, the drift velocity, the
Lorentz angle (ExB) and the gas gain. The identification of malfunctioning chambers to be excluded
from the tracking will be carried out on the EPNs. An algorithm that checks the detector occupancy
will be used together with the information on the drift velocity, ExB and gas gain calibration. The drift
velocity and ExB will be derived from the matching with the TPC and can rely on the TPC performance
after the first level calibration. The gain calibration, which is crucial for particle identification, will be
done at different levels. The gain calibration on the chamber level will be carried out at the same time
as the drift velocity and ExB calibrations on the EPNs. The pad-by-pad gain calibration will need a
dedicated run with Krypton with high statistics in order to reach the required precision. It will therefore
be done only once per year. Finally, the particle identification references will be extracted from a larger
amount of data, usually this will cover a whole period.

The TRD will also take short standalone runs to measure the noise and calibrate the pedestals. These
will be processed on the FLPs.

Figure 8.2 summarises schematically the calibration and reconstruction inter-dependencies between ITS,
TPC and TRD, as just described.

ion backflow conditions in the detector. If this is not true, a higher granularity with respect to the one in the table will be needed
(update frequency of 20s using 1M events).

4Data for this calibration will be collected during the synchronous phase to be used then for the asynchronous processing.
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Data flow
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Data flow, First Level Processors
• Preparation of sub-timeframes. 
• Calibration: per-channel, pedestal, etc… 
• Local reconstruction: 

• FPGA based cluster finding: TPC 
• CPU based cluster finding: ITS, MFT, HMP 

• for ITS and MFT possible FPGA implementation. 
• pre-clustering for MCH and MID
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Data flow: Event Processing Nodes
• Sub-timeframe assembly into timeframes. 

• Calibration: 
• TPC space charge distortions:  

average map rescaled by multiplicity (TPC currents) 
integrated over last 160ms (full ion drift time). 

• Reconstruction: 
• TPC:  Track finding, junk removal. 
• ITS: Track finding (full or partial, depending on noise levels). 
• MCH: Cluster finding. 
• FIT: Interaction type, preliminary vertex, multiplicity 

• Compression.
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Data flow: Event Processing Nodes
• Calibration: 

• TPC: average space charge map (SCD, integrated) 
periodically updated using ITS/TRD track interpolations 
(O(15min)). 

• Drift velocity from TPC-ITS matching (O(15min)). 
• Histograms for high frequency SCD correction (TRD-ITS 

interpolation) 

• Reconstruction: 
• TRD: Matching of TPC tracks to online trackless. 
• ITS/TPC: standalone tracks matching.
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Data flow: asynchronous processing
• After data taking, using the CTFs stored in the O2 cache. 
• Calibration: 

• TPC: final calibration. 
• Drift velocity (O(15min)). 
• Gain (O(15min)). 
• Space charge (high freq. O(5ms)). 

• TRD: final calibration (per run). 
• Chamber status. 
• Drift velocity. 
• ExB. 
• Chamber gain. 

• Reconstruction: 
• TPC,ITS: final tracking. 
• ITS/TPC/TRD: final matching, refit. 
• MFT/ MCH: track finding, matching.

8
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Data flow: asynchronous processing
• Calibration: 

• Calorimetry, CPV, TOF, HMPID. 
• Reconstruction: 

• TOF,HMPID,EMCAL,PHOS/CPV: matching to global 
tracks. 

• global refit inward. 

• Event extraction. 
• Primary vertex finding.  
• secondaries: V0s, cascades. 
• Track-to-vertex association.

9
96

The
A

LIC
E

C
ollaboration

All#FLPs#

EPN:########################synchronous############################################################################################asynchronous#

Raw#data#

Local processing 

TPC##
track#finding#

ITS#track#
finding/fi@ng#
Vertexing#

Standalone#
procedures#

MCH#track#
clusterizaHon#

…#

TRD#seeded#
track#finding#
and#matching#
with#TPC##

Final#TPC#
calibraHon#
(constrained#
by#ITS,#TRD)#

TPCPITS#
matching#

Matching#to#
TOF,#HMPID,#
calorimeters#

Final##
ITSPTPCPTRD#

reconstrucHon,#
outward#
refi@ng#

MCH/MFT##
track#finding#
and#matching#

Global#track#
inward#fi@ng#

V0,#Cascade#
finding#

Event#building:#
(vertex,#track,#trigg#

associaHon)#

Adjusted accounting for current luminosity 

FIT#!#
mulHplicity#

Adjusted with 
multiplicity 

PID calibrations 

DCS data 

Step 1 Step 2 Step 3 Step 4 Step 0 

MC#Reference#TPC#map#

Average#TPC#map#

CTF# AOD#

Rescaled#TPC#map#

Figure
8.1:Schem

atic
outline

ofthe
reconstruction

and
calibration

data
flow

.



O2 TDR, physics software, 2015-06-01, M.Krzewicki

Event extraction

• Time resolution of global track (ITS+TPC) is determined by σZ ~ 0.25cm of TPC track at outer ITS radius:  
 
    

• Time resolution of ITS standalone track (no TPC match) determined by ITS readout integration frame (5-20μs?) 

• full train seen (μTr ~ 0.38)  

• tracks which cannot be unambiguously attributed to global vertex will see ~ 18% pile-up (>100% in 200kHz pp) 

• problem mostly for secondaries: their attribution in the analysis to interaction vertex will depend on distance to 
closest pile-up vertex 

• Store primary vertices with unambiguously attributed tracks, V0’s;  

• separate container of ITS standalone tracks (secondaries) with candidate primary vertices (to be attributed in the 
analysis)

10
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Figure 8.4: Probability of at least one pile-up collision happening in proximity (Y-axis) for selected vertex as a function of the
pile-up rate (X-axis). Luminous region sZ = 6cm is assumed.

global tracks;

– The secondary global tracks (not attached to any of the primary vertex at the vertexing stage) as
well as the associated secondary vertices are attributed to one of the vertices using their time and
distance to primary vertex information;

– The same operation is carried out for the unmatched ITS tracks and secondary vertices associated
with them; in case of ambiguities in time and distance to vertex information, these tracks are tagged
by the list of the FIT timestamps (or primary vertices identifiers) to which they can be attributed.

In this approach, the output of the event extraction will be the container of the primary vertices associated
with the timestamps and the list of unambiguously attributed tracks as well as the separate list of tracks
which can be associated with more than one vertex or timestamp.

The output of each reconstruction step should contain metadata identifying and giving a precise descrip-
tion of: (i) The software version used; (ii) The set of relevant calibration objects; (iii) The status of the
reconstruction for each detector and its usefulness for physics analysis.

8.1.6 Computing requirements

Table 8.8 summarises the requirements of the most important calibration and reconstruction tasks. The
CPU labels single CPU core.

8.2 Physics simulation

The objective of Physics Simulation is to provide large samples of events that resemble as closely as
possible real data. The simulation process comprises the generation of the final states of pp, p–Pb and
Pb–Pb collisions and the subsequent simulation of the passage of all generated particles through a matter
distribution that represents as faithfully as possible the actual experimental setup. For those particles
passing sensitive detector elements, the analogue detector response is simulated in specific user code and
in a subsequent digitisation step converted into the raw simulated detector information used for real data
(digits, raw data). These events are reconstructed like real data. In addition to the raw and reconstructed



O2 TDR, physics software, 2015-06-01, M.Krzewicki

Data reduction
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Chapter 92832

Data reduction2833

Data reduction is the driving requirement of the synchronous reconstruction since the peak data rate2834

from the read-out of the detectors is expected to be ⇠1.1 TB, hence an overall reduction by factor ⇠ 14.2835

Listed below are the data reduction procedures envisaged by different detectors, excluding those that2836

have a comparatively negligible data rate.2837

TPC2838

The TPC is the detector with the largest data rate (⇠1TB at 50kHz Pb–Pb interaction rate). The reduction2839

of its data is thus determining to a large degree the parameters of the processing model, i.e. the data rate2840

to permanent storage. The envisioned steps for the TPC calibration have been already presented in the2841

ALICE Upgrade Letter of Intent[1] and the TPC Upgrade Technical Design Report [2]. Table 9.1 lists2842

these steps and the planned reduction factors.2843

Table 9.1: Data reduction steps for the TPC.

Data Reduction Step Data Reduction Factor Data Rate at
50kHz Pb–Pb interactions

(GB/s)

Detector Input � 1000
Cluster Finding 2.5 400
Cluster Compression (Cluster+Track Info.) 3 135
Background Identification 2 68
Charge Transformation & Compression 1.35 50

The first step in the data reduction is the identification of the TPC clusters: the charge-deposits along the2844

particle track through the TPC gas. This step is currently implemented in the ALICE High Level Trigger2845

System and results in a reduction of the data volume by a factor 2.5. It has been successfully used in2846

RUN 1 and is implemented on the FPGA of the Read-out and Receiver Cards (H-RORC and C-RORC).2847

This implementation is also the baseline for the upgraded TPC and will be implemented on the Common2848

Read-Out Unit (CRU).2849

The next step in the current system is an entropy-reducing transformation of some of the cluster prop-2850

erties using only information from the cluster and its neighbours in the data stream.The ordering of the2851

clusters by the FPGA algorithm allows the calculation of differences between subsequent clusters and2852

thus benefits from correlations in the data. In this way, the effectiveness of lossless compression algo-2853

rithms, e.g. Huffman coding, is increased significantly, allowing a further reduction of the cluster size2854

by a factor of 1.6. Figure 9.1 shows the results obtained during RUN 1. For the ALICE O2 system these2855

105
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TPC data reduction
• Uncompressed data rate: ~1TB/s. 
• Cluster finding (factor 2.5). 

• Compression ~1.25 in FPGA cluster finding. 
• Data format optimisation ~factor 2. 

• Cluster compression. 
• Currently: entropy coding (Huffman) - factor ~1.6. 
• O2: compression applied to more cluster parameters. 
• O2: additional compression using tracking information. 
• Estimated total: factor ~3 

• Background identification: factor ~2. 
• Charge transformations for clusters associated to tracks: factor ~1.35.

12



O2 TDR, physics software, 2015-06-01, M.Krzewicki

TPC cluster compression

• Current HLT compression performance: 
• about a factor ~4.2. 
• cluster finding + format optimisation + entropy coding.

13
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transformations including the lossless transformation will be extended by calculating differentials for2856

more cluster parameters. Some of these transformations do require information from the track finding2857

step for the position and direction of the particle track at the cluster position. Using RUN 1 data, the2858

achievable reduction factor for the Huffman step has been estimated to be ⇠3.2859

1
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Figure 9.1: Data compression factor versus raw data size achieved using cluster finder and data-format optimizations in the
High-Level Trigger during the Pb–Pb data taking in RUN 1. Adopted from [3].

The availability of track information allows a further reduction of the TPC data size by removing clusters2860

belonging to identified background tracks. Figure 9.2 shows a projection of the TPC clusters to the end-2861

caps of the TPC. The clusters from low-momentum background tracks, like delta electrons, and from2862

upstream ion-gas/beampipe interactions are clearly visible. By extending the momentum range of the2863

current TPC tracking down to these low momenta, as well as allowing identification of tracks parallel to2864

the beam-pipe, these background tracks and their associated clusters can be identified and subsequently2865

removed from the data. Prototyping this algorithm on the TPC data of RUN 1 has shown rejection factors2866

in the range 2.5 (Pb–Pb collisions) to 4 (high intensity pp collisions), depending on the collision system2867

and LHC beam intensity and background conditions. A conservative factor 2 has been assumed. A2868

further reduction of the data volume is possible by transforming and/or removing the charge information2869

from clusters on the track. This step makes use of the Landau distribution of the specific energy loss in2870

the TPC gas and is estimated make a reduction of ⇠1.35; it is conceptually very similar to the additional2871

cluster transformations mentioned earlier.2872

ITS2873

At 50kHz Pb–Pb, the ITS will ship ⇠8.2GB/s of data from hadronic collisions and QED interac-2874

tions. The contribution from the noisy clusters is currently unknown, with a pessimistic upper limit2875

of ⇠28GB/s (corresponding to a random noise probability of ⇠10�5 per pixel). Therefore, together2876

with ⇠10% protocol overhead of ⇠40GB/s input data can be expected. The data reduction will start at2877

the cluster finding stage on the FLPs, by storing the Huffman-coded relative values for the cluster cen-2878

troid rows, chips as well as the identifier of the cluster topology rather than the absolute pixel addresses.2879

With the multiplicity-dependent Huffman tables, it is estimated that the average cluster record size will2880

be squeezed to ⇠23 bits in the absence of noise and ⇠19 bits if the noise dominates the data volume.2881

This will lead to a compressed data rate ⇠26GB/s for maximum noise scenario and ⇠4.3GB/s if the2882

noise turns out to be negligible. In the pessimistic case of dominant noise is present a further reduction2883

factor of ⇠3 will be necessary.2884

If full synchronous ITS reconstruction proves to be feasible and efficient, discarding the clusters not at-2885

tached to any track will eliminate virtually all noise clusters and approximately the half of real hit clusters2886
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Fast cluster finder
• FPGA based algorithm 
• used in HLT on the H-RORC 

(run 1) and C-RORC (run 2). 
• Data flow architecture 

• highly pipelined and parallel. 
• DDL2 version: 25X faster than 

CPU. 
• each C-RORC has 6 instances: 

• 150 core equivalent.
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Figure 6.4: Performance of the FPGA-based FastClusterFinder algorithm for DDL1 and DDL2 compared to the software im-
plementation on a recent server PC. The plot on the top of the figure shows the required processing time relative to
event size. The one on the bottom of the figure shows the same measurements as rate equivalent.

6.3.3 HLT TPC Track Fitter (HLT Track Merger)1484

runs on top of the HLT TPC Track Finder and performs a refit of the tracks by use of the Kalman filter.1485

It is implemented in OpenMP (CPU) and CUDA (Nvidia GPU). An OpenCL version will be developed1486

for performance analysis with AMD GPUs. In contrast to the Track Finder, it uses the full Kalman filter1487

making it mostly limited to compute throughput.1488

6.3.4 ITS Cluster Finder1489

algorithm for the Inner Tracking System detector identifies and computes the centre of gravity coordi-1490

nates of adjacent hits on the pixel chips, grouped into clusters. Input data consists of a list of hits a few1491

hundred per chip: integer 2D coordinates, ordered by row and column. Output data is a list of clusters1492
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HLT TPC Track Finder

• Cellular automaton track finder algorithm (GPU). 
• CPU based merger + Kalman track fit (currently ~3 supporting CPUs). 
• 1 GPU (+3CPU’s) replaces ~28 CPU’s.
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Figure 6.5: Tracking time of HLT TPC CA tracker on Nehalem CPU (6 Cores) and NVIDIA Fermi GPU.

of a few tens per chip: floating point 2D coordinates. This algorithm is interesting because of the small1493

input/ output data sets ( 1kB), the ease of implementation and its self-consistency (no external library1494

needed). It can therefore be ported to a number of different devices, including the ones with limited1495

resources. The algorithm can easily be run in parallel with one pixel chip processed per thread. Vec-1496

torisation is quite limited due to the serial nature of the operations to be performed on incoming data;1497

decisions on a pixel depend on what comes next in the stream. Implementations for x86 and GPU exist1498

and can be a good basis of comparison for current and future devices with this type of work load. Fig. 6.61499

shows the performance on a dual socket IvyBridge server, capable of 7KHz on the simulated data sample1500

from 430 inner chip modules. This represents around 1/50th of the full detector but a larger fraction of1501

the data, as the occupancy greatly decreases in the outer modules.1502

The same algorithm running on the full detector data set, assuming noise level of 10�5, is able to process1503

events at 500Hz on the 12-core reference server. Around 1200 cores would therefore be needed for the1504

ITS cluster finder for Pb-Pb @ 50kHz.1505

Compared to the x86 ITS cluster finder, the GPU implementation is one order of magnitude slower for1506

this computing task which has too few floating point operations for this architecture. On the other hand,1507

the algorithm benefits from the random execution and pipelining on the x86.1508

6.4 Low-level benchmarks1509

The low-level benchmarks are not intended to select the fastest hardware but to identify possible bottle-1510

necks of the hardware components in a controlled environment.1511

6.4.1 PCIe1512

benchmark shows that PCIe yields a single-duplex bandwidth of 75-90% of the specified peak bandwidth1513

which is sufficient for the ALICE workload. This benchmark is not intended to find the hardware with1514

the highest peak bandwidth, but to exclude hardware that cannot deliver sufficient bandwidth under the1515



O2 TDR, physics software, 2015-06-01, M.Krzewicki

TPC background identification

• Identified junk removal: 
• clusters from low-momentum tracks (delta electrons). 
• upstream ion-gas/beampipe interactions -> tracks parallel to the beam 

pipe. 
• Prototype shows rejection factors from 2.5 (PbPb) to 4 (high lumi pp).
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Figure 9.2: Projection of a pp event on the transverse plane of the TPC, showing clusters attached to physics tracks (red) and
not assigned clusters (black).

(produced by non-reconstructable tracks), thereby reducing the peak data rate for storage to ⇠3GB/s.2887

On the other hand, if fully efficient synchronous reconstruction appears to be too slow, discarding only2888

those clusters on the outer layers can be considered. The data reduction factor of this approach is being2889

estimated.2890

TRD2891

The analysis of RUN 1 data shows that only 10% of online tracklets can be matched to tracks extrapolated2892

from TPC. The work is in progress to assess if this fraction remains the same for RUN 3 data. If this2893

happens to be the case, we consider to store only those tracklets which are in vicinity of the extrapolation2894

of TPC track found during synchronous reconstruction stage, which should lead to reduction of input2895

⇠20GB/s data rate to ⇠3GB/s data for permanent storage.2896

TOF2897

The optimisation of the current TOF data format is expected to give ⇠20% reduction of the data rate of2898

2.5GB/s (in Pb–Pb). This reduction, which will occur on the FLPs, depends on: the removal of slow2899

control information (temperatures, thresholds) from the stored raw data which is available in the DCS;2900

the suppression of the headers and trailers from TRM (TDC Read-out Module) data in case no hits are2901

registered; on possible improvements in the format of the data stored by DRM (Data Read-out Module).2902

When running in continuous mode in pp, it should be noted that a larger data size (2.3 GB/s) and a2903

lower impact of the data reduction technique is expected. The current plan is to use 10 µs windows for2904

read-out. In this case, the number of TRMs without hits per asynchronous trigger will be lower.2905

MUON chamber and identifier2906

The input data raw rate from MCH extrapolated from RUN 1 experience is ⇠2.2GB/s and can be com-2907

pressed to ⇠1.5GB/s already on the FLPs. After pre-clustering on the FLPs and clusterisation on the2908

EPNs, an output to permanent storage of ⇠0.7GB/s is expected once the pad information is dropped.2909

The estimates are being made to check if this operation is safe; without suppressing the pad informa-2910

tion the estimated output would amount to ⇠2.1GB/s, in which case there is no gain from carrying out2911

clusterisation in the synchronous mode.2912
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TPC compression: summary

• factor 20 compression feasible.

17

Chapter 92832

Data reduction2833

Data reduction is the driving requirement of the synchronous reconstruction since the peak data rate2834

from the read-out of the detectors is expected to be ⇠1.1 TB, hence an overall reduction by factor ⇠ 14.2835

Listed below are the data reduction procedures envisaged by different detectors, excluding those that2836

have a comparatively negligible data rate.2837

TPC2838

The TPC is the detector with the largest data rate (⇠1TB at 50kHz Pb–Pb interaction rate). The reduction2839

of its data is thus determining to a large degree the parameters of the processing model, i.e. the data rate2840

to permanent storage. The envisioned steps for the TPC calibration have been already presented in the2841

ALICE Upgrade Letter of Intent[1] and the TPC Upgrade Technical Design Report [2]. Table 9.1 lists2842

these steps and the planned reduction factors.2843

Table 9.1: Data reduction steps for the TPC.

Data Reduction Step Data Reduction Factor Data Rate at
50kHz Pb–Pb interactions

(GB/s)

Detector Input � 1000
Cluster Finding 2.5 400
Cluster Compression (Cluster+Track Info.) 3 135
Background Identification 2 68
Charge Transformation & Compression 1.35 50

The first step in the data reduction is the identification of the TPC clusters: the charge-deposits along the2844

particle track through the TPC gas. This step is currently implemented in the ALICE High Level Trigger2845

System and results in a reduction of the data volume by a factor 2.5. It has been successfully used in2846

RUN 1 and is implemented on the FPGA of the Read-out and Receiver Cards (H-RORC and C-RORC).2847

This implementation is also the baseline for the upgraded TPC and will be implemented on the Common2848

Read-Out Unit (CRU).2849

The next step in the current system is an entropy-reducing transformation of some of the cluster prop-2850

erties using only information from the cluster and its neighbours in the data stream.The ordering of the2851

clusters by the FPGA algorithm allows the calculation of differences between subsequent clusters and2852

thus benefits from correlations in the data. In this way, the effectiveness of lossless compression algo-2853

rithms, e.g. Huffman coding, is increased significantly, allowing a further reduction of the cluster size2854

by a factor of 1.6. Figure 9.1 shows the results obtained during RUN 1. For the ALICE O2 system these2855

105
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ITS data reduction
• Uncompressed: @50kHZ Pb-Pb -> ~8.2GB/s related to physics. 
• Noise contribution: 

• up to ~28GB/s (10e-5 random noise probability per pixel). 
• + 10% protocol overhead: 40 GB/s. 
• Huffman encoded clusters. 

• Multiplicity dependent tables ~23bits or ~19 bits (if noise dominates) per 
cluster. 

• output: from ~4.2GB/s to ~26GB/s (with full noise). 
• If noise dominates: additional factor 3 compression will be necessary. 
• If synchronous reco feasible - discard clusters not attached to tracks. 

• Resulting in peak data to storage rate: ~3GB/s. 
• Otherwise: use partial reco and partial cluster removal from outer layers. 

• Performance under study.

18
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TRD compression
• Uncompressed data rate: 20GB/s 
• only 10% of online TRD trackless can be matched to TPC tracks. 
• work in progress to check this for run 3. 
• compression strategy: 

• store only trackless which are in the vicinity of the TPC extrapolation. 
• this should lead to rate reduction to ~3GB/s

19
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Data reduction summary

• Target compression factor of 14 feasible.

20
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MFT2913

Using the same type of sensors as the ITS, with the worst noise scenario of ⇠10�5, the MFT will ship2914

⇠7.2GB/s. For the data reduction, the same approach as for the ITS will apply, leading to ⇠5.0GB/s2915

output to storage with Huffman compression only.2916

Calorimeters2917

The EMCAL raw data at the rate of ⇠2GB/s from PHOS and ⇠4GB/s can be reduced after the FLP2918

processing. This can be achieved by compressing 30 10-bit samples on two floats for cell energy and2919

time information.2920

Table 9.2 summarises the compression factors foreseen for every detector in routing data taking with2921

Pb–Pb at 50kHz interaction rate.2922

Table 9.2: Data rates for input to O2 system and output to permanent storage for routine data taking with Pb–Pb at 50kHz
interaction rate.

Detector Initial raw data rate Compressed data rate Data reduction factor
[GB/s] [GB/s]

TPC 1000.0 50.0 20
ITS 40.0 26.0(8.0) 1.5(5)
TRD 20.0 3.0(?) 6.6
TOF 2.5 2.0 1.25
MCH 2.2 0.7 2.9
MFT 10.0 5.0 2
EMCAL 4.0 1.0 4
PHOS 2.0 0.5 4
Total 1080.7 88.2(70.2) 12.3(15.4)
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Simulation
• Driving requirement: simulation needs grow by factor ~20. 
• Most of this increase will be handled by fast/parametrised Monte Carlo. 
• Need for full simulation still exists, 

• largest resource consumer: particle transport. 
• needs to take advantage of multi-core architectures. 
• needs to scale in a  heterogenous environment (GRID/Cloud, 

opportunistic supercomputing resources). 
• -> Geant4 

• Better simulation strategy: 
• Merging techniques: at kinematics/MC level (signal into simulated 

background). 
• Embedding of simulated signals in real data.

21
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Simulation
• Currently used: Geant3, Geant4 and FLUKA 

• as plugins to the Virtual Monte Carlo (VMC) layer. 
• Multithreaded Geant4 (via VMC) already tested and shown to scale. 

• Fast/parametrised simulation 
• within the VMC framework. 
• plugins would apply parametrised resolution/efficiency effects (instead of 

running the full particle transport). 
• shares similarities with ATLAS Integrated Simulation Facility Approach.

22
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backup

23
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TOF compression
• Uncompressed data rate: 2.5GB/s 
• Optimisation of the data format: ~20% reduction. 

• Performed on the FLP. 
• Remove slow control information (temperatures, thresholds). 

• Redundant, available in the DCS. 
• Suppression of headers/trailers from TRM (readout) for empty modules. 

• Continuous mode in pp data compression factor lower: 
• 10µs windows implies a lower fraction of empty modules.

24
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MUON chamber and identifier
• Uncompressed data rate: ~2.2GB/s 
• If pad information can be safely dropped: 

• Can be compressed to ~1.5GB/s on the FLPs (pre-clusterisation). 
• clusterisation (EPN): total 0.7GB/s to storage. 

• If pad information cannot be dropped: ~2.1GB/s to storage. 
• no gain in performing clusterisation in synchronous mode. 

• under study.
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MFT
• Uncompressed data rate ~10GB/s. 
• Same technology as the ITS. 

• Worst case scenario: noise level of ~10e-5. 
• Similar compression approach as with the ITS. 

• Huffman coding -> ~5GB/s

26
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EMCAL/PHOS
• EMCAL uncompressed data rate: ~2GB/s. 
• PHOS uncompressed data rate: ~4GB/s. 

• Data reduction on the FLP. 
• compress 30 10-bit samples on two floats: 

1. Cell energy. 

2. Time information. 
• Data reduction factor 4.

27
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Event extraction
• 50kHz PbPb: assume  12 equally-spaced trains of 48 bunches each (50ns filling), like for TPC TDR → μBC ~ 0.0079 
• Time resolution of global track (ITS+TPC) is determined by σZ ~ 0.25cm of TPC track at outer ITS radius:  
 
    

• Time resolution of ITS standalone track (no TPC match) determined by ITS RO integration frame (5-20μs?)  
→ full train seen (μTr ~ 0.38)  
→ tracks which cannot be unambiguously attributed to global vertex will see ~ 18% pile-up (>100% in 200kHz pp)  
→ problem mostly for secondaries: their attribution in the analysis to interaction vertex will depend  
     on distance to closest pile-up vertex 

• Depending on filling scheme and ITS integration time, it might be preferable to avoid strict collision definition in AOD, instead storing 
primary vertices with unambiguously list attributed tracks, V0’s + separate container of ITS standalone tracks (secondaries) with 
candidate primary vertices (to be attributed in the analysis)
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Figure 8.4: Probability of at least one pile-up collision happening in proximity (Y-axis) for selected vertex as a function of the
pile-up rate (X-axis). Luminous region sZ = 6cm is assumed.

global tracks;

– The secondary global tracks (not attached to any of the primary vertex at the vertexing stage) as
well as the associated secondary vertices are attributed to one of the vertices using their time and
distance to primary vertex information;

– The same operation is carried out for the unmatched ITS tracks and secondary vertices associated
with them; in case of ambiguities in time and distance to vertex information, these tracks are tagged
by the list of the FIT timestamps (or primary vertices identifiers) to which they can be attributed.

In this approach, the output of the event extraction will be the container of the primary vertices associated
with the timestamps and the list of unambiguously attributed tracks as well as the separate list of tracks
which can be associated with more than one vertex or timestamp.

The output of each reconstruction step should contain metadata identifying and giving a precise descrip-
tion of: (i) The software version used; (ii) The set of relevant calibration objects; (iii) The status of the
reconstruction for each detector and its usefulness for physics analysis.

8.1.6 Computing requirements

Table 8.8 summarises the requirements of the most important calibration and reconstruction tasks. The
CPU labels single CPU core.

8.2 Physics simulation

The objective of Physics Simulation is to provide large samples of events that resemble as closely as
possible real data. The simulation process comprises the generation of the final states of pp, p–Pb and
Pb–Pb collisions and the subsequent simulation of the passage of all generated particles through a matter
distribution that represents as faithfully as possible the actual experimental setup. For those particles
passing sensitive detector elements, the analogue detector response is simulated in specific user code and
in a subsequent digitisation step converted into the raw simulated detector information used for real data
(digits, raw data). These events are reconstructed like real data. In addition to the raw and reconstructed
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TPC$data$compressison$
$

Clusterization-&-Huffman-encoding-
Routinely$used$in$data$taking$

suppression$factor$of$>$4$(5)$achieved$

$

Identifying-loopers-
pp,$p@Pb$real$data$

70%$(80%$in$pp$w/$beam@gas$background)$

of$clusters$not$assigned$to$track$!$

identify$low$momentum$(<50$MeV/c)$

tracks$looping$in$magnetic$field$and$

remove$their$clusters$

assume$>80(90)%$efficiency$

1$–$0.7$x$0.8(0.9)$=$0.44(0.33)$

!$factor$>$2(3)$

$$

Hierarchical-
cluster-–-tracklet-–-track-model$
store$params$w.r.t.$resolution,$saves$bits$

+$makes$Huffman$encoding$more$efficient$

25$instead$of$77$bits$per$cluster$

!$factor$>$3$(to$be$demonstrated)$

$

$

Huffman$x$loopers$x$hierarchical$track$model$

=$$$$$4$(5)$$$$$$$$$x$$$$$$$$$2(3)$$$$$$x$$$$$$$$$$$$$$$$$$$$$$$3$(?)$

=$24(45?)$$


